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Function approximation

Proj ¢ = argming_q|/q — q||
Q — {qwaw < Rk}

11



Function approximation qA
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Research problem

How can we approximate the optimal value function?
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Coupled Q-learning
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Coupled Q-learning

Results on the 2-2w environment.
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Hierarchical reinforcement learning
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Full-gradient Q-learning q = argmianQHHq —q

(Vi)(q) =E[((Hg)(x,a) — q(x,a)) - (V (Hg))(x,2) — (Vq)(x,2))]

35



Full-gradient Q-learning

q

argmin_ .o |/Hg — q||

36



Expected contributions

How can we approximate the optimal value function?

Linear Learning with : Non-linear
function approximation non-stationarities function approximation
Coupled Non-stationary Non-stationary :  Multi-Bellman Full-gradient
Q-learning environments features Q-learning Q-learning
. e~
Fall : Spring
2020  NeurIPS 2021 ECAT 2022 2023 2024 2025

Diogo S. Carvalho, Francisco S. Melo, and Pedro A. Santos. Theoretical remarks on feudal hierarchies and reinforcement learning. European Conference on Artificial Intelligence, 26, 2023.
Diogo S. Carvalho, Francisco S. Melo, and Pedro A. Santos. A new convergent variant of g-learning with linear function approximation. Advances in Neural Information Processing Systems, 33, 2020.



Reinforcement learning

l

Function approximation

l

Research problem

,

Expected contributions

Discussion

38



Convergence and performance
results for reinforcement learning
with two time scales

Diogo Filipe de Sousa Carvalho

TECNICO L -t
W LISBOA @mescld fC



