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Abstract

This thesis investigates reinforcement learning methods with function approximation
that are asymptotically well behaved, i.e., that provably converge to a good solution.
We build on two time-scale stochastic approximation algorithms to design our proposed
methods. In two time-scale stochastic approximation algorithms, two different sets
of parameters are iteratively updated at two different time scales, i.e., one set of
parameters is updated at a much faster time scale than the other. The use of different
time scales greatly facilitates the analysis of the algorithms: when analyzing the
parameters that are updated at a faster time scale, the other set of parameters can be
treated as non-changing; conversely, when analyzing the parameters that are updated
at a slower time scale, the other set of parameters can be treated as having converged.

The thesis starts by analyzing the standard case of reinforcement learning with
linear function approximation, where state-action features are stationary and defined
prior to learning. In our first contribution, we propose regularized alternatives to
Q-learning-based methods and show that the proposed regularization techniques ensure
convergence of the algorithms. We then propose to extend our results by showing that
these regularized variants of Q-learning also converge when combined with non-linear
non-stationary features, as long as those features can be shown to converge at a a
slower time scale, which can be done through supervised or semi-supervised learning
updates that do not affect the reinforcement learning algorithm. As a last step in
this line of work, we intend to investigate end-to-end reinforcement learning methods
that are compliant with non-linear function approximation, analyzing the convergence
of the regularized versions of Q-learning previously considered with neural network
architectures. Building on the same ideas of two time-scale stochastic approximation,
we will conclude our thesis by investigating the convergence of Q-learning algorithms in
non-stationary settings by adopting a perspective of hierarchical reinforcement learning,
by revisiting full-gradient reinforcement learning methods that may provide guarantees
of convergence to better limit points than existing residual-based approaches.
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1 Introduction

In reinforcement learning, an agent interacts with with an environment in the form of a
stochastic process where, at each time step, the environment is at a certain state, the agent
performs an action, the environment changes to a new state and the agent receives a reward.
The goal of the reinforcement learning agent is to approximate the value of performing each
action in each state, where by value we mean the optimal expected sum of time-discounted
rewards. The importance of this task cannot be overstated, as an accurate value function
enables an agent to make optimal decisions by selecting actions with the highest value in
a given state [47]. The value function also facilitates environment evaluation and enables
comparisons between different environments. If we can use a tabular representation for
the value function, meaning that we can store the value of performing each action on each
state individually, the Q-learning algorithm converges to the correct value function [59].
When it is not possible or desirable to store values in a table, for example when there are
too many states or actions, Q-learning can be combined with function approximation [37].
Unfortunately, the combination of Q-learning and function approximation is troublesome.
Even when the function approximation space is linear, the algorithm is not guaranteed
to converge [54] and there are examples of divergence [4, 57]. In fact, the approximation
problem that Q-learning addresses does not have, in general, a solution [38]. This thesis
investigates reinforcement learning methods that are asymptotically well behaved, i.e., that
converge to a solution and the solution is “good”. We make our goal explicit:

Research question How can we approximate the optimal state-action value function?

For our purposes, we mostly build on the ideas of two time-scale stochastic approximation
to construct the proposed methods. In two time-scale stochastic approximation, two different
sets of parameters are iteratively updated along two different time-scales. Specifically, one
set of parameters is updated much slower than the other. The difference between time-
scales allows us to consider that the parameters that change slower are static and that
the parameters that change faster already converged. In accordance with this insight,
we can decouple the convergence analysis of the two sets of parameters that are learning
concurrently. For the convergence proofs, we rely on well established theoretical machinery
from two time-scale stochastic approximation. At times, we do extend existing results,
tailoring them to our specific technical needs whenever necessary.

1.1 Expected contributions

With the presently proposed thesis, we expect to contribute to the problem of convergence
of reinforcement learning methods in multiple settings using ideas and techniques from
stochastic approximation. Our contributions consider three settings. We start by pro-
viding regularized variants of two Q-learning methods to be used with (i) linear function
approximation. We then enlarge our scope to two (ii) non-stationary settings. We already
established the contributions in these first to settings. In the continuation of this research,
we intend to contribute with reinforcement learning methods that can be used with (iii)
non-linear function approximation architectures, specifically neural networks, following two
research directions. In the following, we detail each expected contribution in each setting.
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1.1.1 Linear function approximation

First, we consider the setting of reinforcement learning with linear function approximation,
where Q-learning, an off-policy method, and its on-policy counterpart SARSA, may diverge.
For each of the methods, we propose an alternative, proving its convergence. Both methods
comprise two sets of parameters that are iteratively updated along two different time scales.

Q-learning with linear function approximation We propose CQL, for “coupled
Q-learning”. The method is inspired by the successful deep Q-network [40] and it may be
casted as a regularized variant of Q-learning. Along the faster time-scale, the parameters
of a state-action value function are updated to match the values computed from a target
network. Along the slower time-scale, the parameters of the target network are updated
so that it approximates the value of the regularized main network. We show convergence
with probability 1. A version of this work was published at the proceedings of Advances in
Neural Information and Processing Systems 33 (NeurIPS 2020).

Approximate policy iteration with linear function approximation We propose
2TAP, for “two time-scale approximate policy iteration”. The parameters learning along
the faster time-scale parameterize a linear function approximation architecture for a regu-
larized state-action value function. The parameters updated along the slower time-scale
parameterize a policy and approximate a Boltzmann-like distribution over the perceived
state-action values. We prove our proposed method converges with probability 1.

1.1.2 Learning with non-stationarities

Here, we extend existing results of convergence of Q-learning to two non-stationary settings.
First, we build on a previously established convergence result for Q-learning with linear
function approximation and show that the result still holds with non-stationary but conver-
gent features. Then, we extend the convergence of Q-learning with tabular representations
for non-stationary but convergent Markov decision processes.

Q-learning with non-linear non-stationary features We start by framing non-linear
function approximation architectures for Q-learning as neural networks where the final
linear layer is learned at the same time that non-linear hidden layers are learned. We
consider that the final layer is being updated much faster than the hidden layers; we further
assume it is being updated according to a regularized version of Q-learning. We show that
if the hidden layers converge along a slower time-scale, the final layer also converges.

Hierarchical reinforcement learning We establish convergence of Q-learning in the
non-stationary setting of hierarchical reinforcement learning with tabular representations.
We start by formalizing feudal hierarchies in reinforcement learning as a pair of Markov
decision processes where the high-level Markov decision process depends on the policy
executed at the low-level. We show that the hierarchy is stable, i.e., that if the low-level
policy converges, the high-level Markov decision process converges. Finally, we show
convergence of Q-learning. A version of this work will be published at the proceedings of
the 26th European Conference on Artificial Intelligence (ECAI 2023).
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1.1.3 Future work

In the continuation of this research we expect to pursue two more contributions. As a
first contribution, we propose to build a convergent reinforcement learning method with
non-linear function approximation by exploiting already existing ideas on full-gradient
methods. As the second contribution, we propose to build a convergent reinforcement
learning method with linear function approximation, building on novel ideas that extend
the Bellman operator and the Q-learning algorithm.

Between gradients and semi-gradients We intend to revisit full-gradient descent
methods for reinforcement learning [4], in the context of non-linear function approximation.
We know that reinforcement learning methods that perform semi-gradient descent on the
Bellman error, such as Q-learning, can diverge when combined with function approximation.
Methods that perform full-gradient descent on the other hand, necessarily converge. However,
convergence of the latter may happen to undesirable local minima, with great impact on
the quality of the approximation and its usefulness to control the agent. We investigate
full-gradient reinforcement learning methods that may converge to global optima.

Multi-Bellman operator Finally, we intend to propose an alternative algorithm that
effectively solves the function approximation problem, unlike the original Q-learning. Both
the problem and the algorithm proposed can be seen as extensions of the original, in
the sense that we propose the multi-Bellman operator from which we intend to build the
multi Q-learning algorithm. We show that, in the linear function approximation case, the
projected multi-Bellman operator is contractive, guaranteeing the existence of a unique
solution. We intend to propose a stochastic approximation algorithm that converges to
such solution. We expect the results to extend to non-linear function approximation.

1.2 Document outline

We start the exposition with background knowledge in Section 2, dividing it between
stochastic approximation, Markov decision processes and reinforcement learning. Section 3
discusses work related to our own. Afterwards, we present each expected contribution of
the thesis in detail. Contributions on the convergence of reinforcement learning with linear
function approximation appear in Section 4. One of the proposed methods learns off-policy
and appears in Section 4.1; the other learns on-policy and is presented in Section 4.2. Our
results on linear function approximation in two non-stationary settings appear in Section 5.
They are further divided in the settings of non-linear non-stationary features in Section 5.1
and non-stationary environments in Section 5.2. The future work forms Section 6, where we
expand on our two expected contributions to non-linear function approximation. The line
of research that follows full-gradient methods appears in Section 6.1; the line of research
that follows the multi-Bellman operator appears in Section 6.2. We conclude in Section 7.
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2 Background

In this section, we provide background on stochastic approximation, Markov decision
processes and reinforcement learning. The goal of the exposition is not only to recover
knowledge that is important for the discussions that follow, but also to establish notation
to be used throughout the remainder of the document.

Notation We denote random variables (r.v.s) using upright letters, as in x or a.We use
lowercase letters to denote functions, as in v or q, and calligraphic letters to denote sets,
as in X or A. Vectors are represented as bold lowercase letters. For example, z denotes a
random vector and z an instance thereof. Operators are represented as upright uppercase
letters such as H. Matrices are represented using bold uppercase letters, as in M . If z is
a random vector taking values in Z with distribution µ ∈ ∆(Z), we use z ∼ µ or simply
z ∼ z to denote that z is sampled according to the distribution µ and that we use y ∼ µ or
just y ∼ z if y is a r.v. with the same distribution as z. We write Ex,a∼µ [f(x, a)] or simply
Eµ [f(x, a)] to denote the expectation of f when the r.v.s x and a follow distribution µ.

2.1 Stochastic approximation

Robbins and Monro [48] introduced stochastic approximation to solve the equation

h(w) = 0, (1)

where h : RK → R
K . In stochastic approximation, we assume we do not know the function

h and, consequently, cannot evaluate it exactly, regardless of the input. We assume we
can, however, obtain on input w ∈ R

K a noisy sample of h(w). We write the noisy sample
as h(w) + z, where z is a (sampled) noise random vector taking values in R

K . To arrive
at a solution w

∗ for (1), starting from an initial guess w0, the Robbins-Monro method
iteratively updates its solution according to the rule

wt+1 = wt + αt (h(wt) + zt+1) , (2)

where αt is a positive, real-valued, and decreasing step-size that we call the learning rate.
The theoretical analysis of the stochastic approximation algorithm (2) relies on observing
that the update in (2) resembles the Euler method to solve the ordinary differential equation

ẇt = h(wt), (3)

which consists of the update rule

wt+1 = wt + αh(wt). (4)

More specifically, updates (2) and (4) differ only in the varying learning rates αt and noise
samples zt+1 that appear in the former. Following this remark, Borkar [9, Chapter 2] shows
that if h is Lipschitz-continuous and the random variables {zt+1}t∈N0

form a martingale-
difference sequence, we can analyze the behaviour of the stochastic approximation update
by analyzing the ordinary differential equation (3) instead. In particular, if (3) has a
unique globally asymptotically stable equilibrium w

∗ and wt is updated according to (2),
wt converges to w

∗ with probability 1 (w.p.1) [9, Chapter 2, Theorem 2].1

1We say that a random sequence of wt ∈ R
K converges to w

∗ w.p.1 if P [limt→∞ wt = w
∗] = 1.

Convergence w.p.1 is the notion of convergence used throughout the document, unless stated otherwise.

6



Alternatively to the single stochastic approximation scheme presented, we can also
conceive the case where different components of an iteration are updated according to
different learning rate schedules. Particularly, we are mostly interested in the case where,
in addition to the main component being updated according to a sequence of learning
rates {αt}t∈N0

, a second component is updated according to a sequence of learning rates
{βt}t∈N0

such that βt = o(αt).2 Intuitively, the second component is updated much slower.
Considering this possibility gives rise to two time-scale stochastic approximation algorithms.

2.1.1 Two time-scale stochastic approximation

Consider an iterative algorithm that calls for another iterative sub-routine on each iteration.
Traditionally, we would run the sub-routine until near-convergence and then use its output
on the first routine. In such case, an outer and an inner loop would be in place. However,
we can sometimes achieve the same effect if the two components are updated concurrently
but on different time-scales. The sub-routine calls for a larger learning rate and iterates
faster. Two time-scale stochastic approximation algorithms are composed of the iterations

vt+1 = vt + αt(f(vt,ut) +mt+1)

ut+1 = ut + βt(g(vt,ut) + nt+1),

where βt = o(αt), f : RK1+K2 → R
K1 , g : RK1+K2 → R

K2 and mt and nt are sampled
according to mt ∈ R

K1 and nt ∈ R
K2 that are noise random variables. The difference

in the learning rates between the fast and slow iterations allows us to analyze two time-
scale stochastic approximation algorithms as if the slow component is fixed and the fast
component is in equilibrium throughout the execution of the algorithm. We can then use,
as in the single time-scale stochastic approximation case, the stability of the corresponding
ordinary differential equations to establish convergence of each update. We reproduce a
convergence result for two time-scale stochastic approximation algorithms, which we use to
establish most of our convergence results throughout this research. It is due to Borkar [9].

Theorem 1. Consider the following assumptions:

1. f and g are both Lipschitz-continuous.

2. {mt}t∈N and {nt}t∈N are martingale-difference sequences with respect to the sigma-

fields Ft = σ(vτ ,uτ ,mτ ,nτ , τ ≤ t). Additionally, there exist cm and cn such that

E[∥mt∥
2 | Ft] ≤ cm(1 + ∥vt∥

2 + ∥ut∥
2),

E[∥nt∥
2 | Ft] ≤ cn(1 + ∥vt∥

2 + ∥ut∥
2).

3. The learning rates satisfy βt = o(αt),
∑

t βt = ∞ and
∑

t α
2
t <∞.

4. For each u ∈ R
K2, o.d.e. v̇t = f(vt,u) has a unique globally asymptotically stable

equilibrium v
∗(u), where v

∗ : RK2 → R
K1 is a Lipschitz-continuous function.

5. O.d.e. u̇t = g (v∗(ut),ut) has a unique globally asymptotically stable equilibrium u
∗.

6. It holds that supt (∥vt∥+ ∥ut∥) <∞ w.p.1.

Then, (vt,ut) → (v∗(u∗),u∗).

2We say that βt = o(αt) if, for all ϵ > 0, there exists t0 such that, for all t ≥ t0, we have that βt < ϵαt.
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The assumptions that, in general, are harder to verify are Assumptions 4 and 5. These
assumptions require existence and globally asymptotic stability of equilibrium points of
o.d.e.s.. To verify these assumptions on applications, we can use Lyapunov’s second method
[31] for o.d.e. stability, also known as the direct method, to establish the results. Finally,
Assumption 6 demands that the iterates remain bounded. In most applications, the
property is also not trivially established. However, a result from Bhatnaghar [26] guarantees
boundedness of two time-scale stochastic approximation iterates under conditions that are
easier to establish, also resorting to global asymptotic stability of appropriate o.d.e.s.

We finish by noting that stochastic approximation is a method fit for various applications,
due to its general formulation. In the specific case of reinforcement learning, there are sources
of noise in the interaction of the agent with its environment. Those sources include the
unavailability of the model, the stochasticity of the transitions, rewards and even of the action
selection. At the same time, stochastic approximation allows us to analyze, theoretically,
properties of the reinforcement learning algorithms such as asymptotic convergence. We
formalize now the most common framework for reinforcement learning purposes.

2.2 Markov decision processes

A finite Markov decision process is a tuple (X ,A, {Pa}a∈A, r), where X is a finite set of n
states, called the state space; A is a finite set of m actions, called the action space and Pa

defines, for each state, a probability distribution over next states;3 r : X ×A → R is the
expected reward function. At time step t, the random variable xt models the state of the
process and the random variable at models the action taken by the agent. The random
variable rt models the reward received by the agent for taking action at ∼ at in state xt ∼ xt
in a way that E [rt | xt = x, at = a] = r(x, a). In our work we assume the expected reward
in a bounded interval [−rmax, rmax]. After taking action at in state xt, the environment
transitions to a new state xt+1 according to the transition probabilities Pat(xt).

A policy is an agent’s decision rule. The policy defines, for each state, a probability
distribution over actions. We can, therefore, define that a policy is π : X → ∆(A).4 A
single interaction of an agent with its Markovian environment thus generates a tuple of
state, action, reward and next states (xt, at, rt, x′t). The Markov decision problem is the one
of finding the policy that maximizes the expected sum of discounted rewards accumulated
throughout the interaction of the agent with the environment, starting from a certain state.
Formally, given a policy, we define the state value function vπ : X → R as

vπ(x) = E

[

∞
∑

t=0

γtrt | x0 = x

]

, (5)

where the expectation is taken with respect to the sequence of actions chosen, states visited
and rewards received, and γ ∈ [0, 1[ is a discount factor.5 The value function verifies the
fixed-point equation:

vπ(x) = E [rt + γvπ(xt+1) | xt = x] , (6)

taking the expectation with respect to the action (implicit), reward and next-state. There
exists a policy that maximizes the value of all states [47, Section 6.2]. We refer to it as

3We can represent Pa as an n× n matrix with component xx′ given by P(xt+1 = x′ | xt = x, at = a).
4We can represent π as an n×m matrix, with component xa given by P(at = a | xt = x) if at ∼ π(xt).
5The discount factor guarantees that the sum converges and is, intuitively, an inverse of inflation rate.

8



optimal policy and denote it as π∗ and its state value function as v∗. We also define
the state-action value function, or just value function, as the expected sum of discounted
rewards accumulated throughout the interaction of an agent with its environment, starting
from a certain state and choosing a certain action, as qπ : X ×A → R such that

qπ(x, a) = E

[

∞
∑

t=0

γtrt | x0 = x, a0 = a

]

,

where the expectation is taken with respect to the same quantities as before. We have that

vπ(x) = E [qπ(x, a)] ,

taking the expectation with respect to the actions, and that the state-action value function
verifies a fixed-point equation similar to (6). Specifically, we have that

qπ(x, a) = E [rt + γqπ(xt+1, at+1) | xt = x, at = a] , (7)

where at+1 ∼ π(· | xt+1) and the expectation is with respect to state, action, reward, next
state and next action. We refer to the problem of evaluating a policy π, i.e., computing vπ

or qπ, as the prediction problem. Then, we refer to the state-action value function of an
optimal policy π∗ as q∗ and we know it verifies the Bellman fixed-point equation

q∗(x, a) = E

[

rt + γmax
a′∈A

q∗(xt+1, a
′) | xt = x, at = a

]

, (8)

taking the expectation with respect to the state, action, next state and reward. Knowing
the optimal state-action value function implies knowing an optimal policy.

Remark 1. Given the optimal state-action value function q∗ for an MDP, the optimal

policy π∗ can be computed directly from q∗ as π∗(a | x) = 0 if a /∈ argmaxa′∈A q
∗(x, a′).

A policy defined from a state-action value function as in the remark above is called
a greedy policy. The implication of Remark 1 is that, if we want to compute an optimal
policy, i.e., solve a Markov decision problem,6 we can alternatively compute the optimal
state-action value function, from which an optimal policy is readily available. In our work,
we focus on computing the optimal state-action value function q∗.

When a model of the environment is available to the agent, including the transition
probability matrices and the expected reward function, planning methods such as policy
iteration and value iteration can be used to solve the Markov decision problem. When such
model is not available, reinforcement learning methods can be used instead.

2.2.1 Planning

In this section we assume the agent has knowledge of the transition probability matrices
Pa, a ∈ A, and of the expected reward function r. The goal of the agent is to solve the
Markov decision problem, i.e., to compute q∗. We start by presenting the policy-iteration
algorithm. Then, we move on to presenting the value-iteration algorithm. In both cases,
we assume we are in a tabular setting, which means we store every state-action probability
or value in a finite-sized matrix.

6We can also refer to the Markov decision problem as the control problem.
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Policy iteration The policy-iteration algorithm iteratively improves a policy with respect
to its value. Following the algorithm, the agent has an initial estimate of a policy, approxi-
mates its value, chooses the next policy as the greedy policy with respect to current value
estimate and repeats until the policy does not change between iterations. The algorithm
is guaranteed to converge after a finite number of policy improvement steps and the final
policy is known to be optimal [47, Section 6.4]. In order to formalize the policy-iteration
algorithm, we define the Bellman operator for prediction, Hπ, mapping state-action value
functions to state-action value functions as

(Hπq)(x, a) = E [rt + γq(xt+1, at+1) | xt = x, at = a] (9)

taking the expectation with respect to state, action, reward, next state and next action.
As the operator is contractive, successively applying it to any initial state-action value
function converges to qπ. The policy-iteration algorithm receives as input an initial policy
π0 and consists of a policy evaluation cycle, where the current policy is evaluated, inside a
policy improvement cycle, where the current policy is improved. At time step t of the policy
evaluation cycle, Hπt is used to compute an approximation of the value of πt, q̂πt . Once
such cycle converges, the algorithm takes a policy improvement step, where πt+1 is chosen
as the greedy policy with respect to q̂πt . It is guaranteed that for some T , πT = πT+1. The
final policy πT is optimal, with its value function qπT being equal to q∗.

Value iteration Contrarily to the policy-iteration algorithm, the value-iteration algorithm
does not keep an explicit representation of a policy. It keeps only an estimate of the value
of the policy. The algorithm follows a single cycle of iterations that converge to q∗. We
define the Bellman operator H, mapping value functions to value functions as

(Hq)(x, a) = E

[

rt + γmax
a′∈A

q(xt+1, a
′) | xt = x, at = a

]

. (10)

taking the expectation with respect to the state, action, reward and next state. Successively
applying the operator H to a value function composes the the value-iteration algorithm. As
H is contractive, the algorithm is guaranteed to converge to the optimal value function q∗.

In the following section we move on to reinforcement learning algorithms. Contrarily
to the planning algorithms already presented, reinforcement learning algorithms require
neither prior knowledge of the expected reward function nor of the transition probabilities.

2.3 Reinforcement learning

Without access to a model of its environment, a reinforcement learning agent learns to act
by trial and error. We start by presenting reinforcement learning algorithms with tabular
representations, and afterwards generalize the function approximation architecture.

2.3.1 Tabular representations

Despite the absence of a model of the transitions and reward of a Markov decision process,
a reinforcement learning agent can learn in one of two ways. First, the agent can build
estimates of such transition and rewards structures, and use the planning methods of the
previous sections assuming those estimates are correct, leading to a class of methods that
are called model-based. Alternatively, the agent can learn to act without explicit estimates
of the transition and reward structures, leading to a class of methods called model-free. We
recover two model-free reinforcement learning algorithms for the Markov decision problem.
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SARSA SARSA is a reinforcement learning algorithm for learning the state-action value
function of the policy the agent is using to interact with its environment. We know that
such value function verifies the fixed-point equation (7), which can be written as

qπ(x, a) = (Hπqπ) (x, a)

If we rearrange the equation and write Hπqπ explicitly, we obtain equivalently that

E [rt + γqπ(xt+1, at+1)− qπ(xt, at) | xt = x, at = a] = 0, (11)

for all state-action pairs (x, a). Equation (11) is on the form that motivates stochastic
approximation algorithms, with variable qπ. We define the stochastic approximation update

qπt+1(x, a) = qπt (x, a) + αt (rt + γqπt (xt+1, at+1)− qπt (xt, at)) ,

forming the SARSA algorithm. Since SARSA learns the state-action value function of
the policy the agent follows, it is called an on-policy algorithm. Even though SARSA
appears an algorithm designed for prediction, i.e., to evaluate a certain given policy, we can
use the SARSA algorithm to learn the optimal value function q∗. Specifically, as long as
state-action pairs are visited infinitely often and the policy the agent follows is greedy in
the limit [53], SARSA converges to q∗. Finally, we can say SARSA with increasingly greedy
policies is the stochastic approximation counterpart to the policy iteration algorithm.

Q-learning Q-learning is a reinforcement learning algorithm that learns the optimal value
function, regardless of the policy the agent uses to interact with the environment. For
that reason, it is called an off-policy algorithm. We know that the optimal value function
verifies, at all state-action pairs, the Bellman fixed-point equation (8), which we write:

q∗(x, a) = (Hq∗) (x, a)

We can rearrange the equation to obtain

E

[

rt + γmax
a′∈A

q∗(xt+1, a
′)− q∗(xt, at) | xt = x, at = a

]

= 0 (12)

for all state-action pairs. We define Q-learning as the stochastic approximation update

q∗t+1(x, a) = q∗t (x, a) + αt

(

rt + γmax
a′∈A

q∗t (xt+1, a
′)− q∗t (xt, at)

)

.

Q-learning converges to q∗ as long as state-action pairs are visited infinitely often [59].

2.3.2 Function approximation

The two algorithms introduced above update the value of a single state-action pair at each
time step. However, if the size of the state or the action space is sufficiently large, the
learning process becomes prohibitively slow, or even impossible. The problem is known as the
curse of dimensionality [7]. To learn in the presence of large state or action spaces, we stop
assuming a tabular representation and use a function approximation architecture. Instead of
learning each value individually, we learn the parameters of a function that outputs it. We
denote the state random variable as x, the action random variable as a, the reward random
variable as r, the next state random variable as x′ and the next action random variable as

11



a′. We are assuming the distribution of these random variable is time-independent, which
renders the setting closer to offline, or batch, reinforcement learning. This assumption makes
the exposition and analysis simpler. We note, however, that the problems of convergence of
Q-learning with function approximation are still present in this simpler setting. We will
argue that they have deeper roots than the data. Consequently, we assume throughout the
document the existence of a probability distribution over state-action pairs, µ. Let us also
consider a differentiable function approximation space Q = {qw : X ×A → R,w ∈ R

K}.

SARSA Suppose we wish to approximate qπ for some given policy π verifying the fixed
point equation (7). We can define a loss function to optimize. Formally, we want to solve

argmin
w∈RK

1

2
Eµ

[

((Hπqπ) (x, a)− qw(x, a))
2
]

,

We start by differentiating with respect to w and obtain

Eµ [((H
πqπ) (x, a)− qw(x, a))∇qw(x, a)] = 0.

Now, we assume that (Hπqw) (x, a) = E [r + γqw(x
′, a′) | x = x, a = a] correctly estimates

(Hπqπ) (x, a), a technique we refer to as bootstrapping. We then obtain an equation that is
of the form over which we can build a stochastic approximation algorithm:

Eµ

[(

r + γqw(x
′, a′)− qw(x, a)

)

∇qw(x,a)
]

= 0.

The SARSA algorithm with function approximation then becomes

wt+1 = wt + αt

(

rt + γqwt(x
′
t, a

′
t)− qwt(xt, at)

)

∇qwt(xt, at). (13)

Q-learning Suppose we wish to approximate q∗ verifying the fixed point equation (8).
We can define a loss function to optimize. Formally, we want to solve

argmin
w∈RK

1

2
Eµ

[

((Hq∗) (x, a)− qw(x, a))
2
]

.

We start by differentiating with respect to w and obtain

Eµ [((Hq
∗) (x, a)− qw(x, a))∇qw(x, a)] = 0.

As above, we assume that (Hqw) (x, a) = E [r + γqw(x
′, a′) | x = x, a = a] correctly esti-

mates (Hq∗) (x, a). We then obtain an equation that is of the form over which we can build
a stochastic approximation algorithm:

Eµ

[(

r + γqw(x
′, a′)− qw(x, a)

)

∇qw(x, a)
]

= 0.

The Q-learning algorithm with function approximation becomes

wt+1 = wt + αt

(

rt + γmax
a′∈A

qwt(x
′
t, a

′)− qwt(xt, at)

)

∇qwt(xt, at).

While natural, the introduction of function approximation in reinforcement learning
has major drawbacks. We do know that tabular SARSA and Q-learning are guaranteed
to converge. However, the same guarantees do not hold in the presence of function
approximation, even if the architecture is as seemingly harmless as a linear one. Divergence
happens in well-known examples where the parameters of the approximation do not approach
a solution, either oscillating within a window [10, 19] or growing without bound [4, 57].
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(a) Results in the w → 2w counter example.
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(b) Results in Baird’s counter example.

Figure 2.1: Divergence of the parameters in the w → 2w and Baird’s counter examples. As
the learning process evolves, the norms of the parameters of the function approximation
architectures diverge. As the processes evolve, the norm of the parameters grows without
bound, getting further from the desired solution, zero.

2.4 Divergence of Q-learning

In this section, we showcase the divergence of Q-learning in well-known practical examples
from the literature and then explore its underpinnings from a theoretical perspective.

2.4.1 Examples of undesirable behavior with linear function approximation

We show two examples of divergence of Q-learning with linear function approximation
in small Markov decision processes. Both counter examples presented are contrived and
were specifically designed to bring Q-learning to failure. But at the same time, they
show that even in simple Markov decision processes, using simple function approximation
architectures, Q-learning can fail to provide any solution, let alone an optimal one. We can
hypothesize that similar phenomena may happen in certain subsets of states and actions
in bigger Markov decision processes and with more general approximation architectures.
Finally, we showcase an example of divergence of SARSA, supporting the argument that
the convergence problem of Q-learning is more profound than the off-policy updates.

w → 2w counter example We refer to the first divergent example as w → 2w. The
example is due to Tsitsiklis and Van Roy [57]. It comprises a Markov decision process with
two states, which we call states s1 and s2, a single action, and a reward function that is
constantly zero. From state s1, the agent always transitions to state s2, from state s2 the
agent remains in state s2. Since all rewards are zero, the value function is zero on both
states. The function approximation architecture used is linear and parameterized by a
real-valued w. The feature is ϕ : X → R such that ϕ(s1) = 1 and ϕ(s2) = 2. The value
function is correctly approximated if w = 0. Figure 2.2 depicts the process and the features.
The example is simple in the sense that the state space is small, the action space is trivial
and the function approximation architecture allows for correct representation of the value
function. If we set a discount factor γ = 0.9, a learning rate αt = 0.1, an initial w0 = 1,
sample states according to the uniform distribution, use single step transitions and use
Q-learning’s update rule,7 the parameter w diverges. Specifically, w grows without bound.

7Since the action space is trivial, Q-learning’s update is the same as SARSA’s.
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w 2w

Figure 2.2: Transition diagram of the process in the w → 2w counter example.

Figure 2.1a shows how the absolute value of w evolves along the process.

Baird’s counter example We refer to the second divergent example as Baird’s counter
example [4], even though it was subsequently slightly modified by Sutton and Barto [54].
The Markov decision process has seven states and two actions, which we call b1 and b2.
Action b1 transitions the agent to any of the first six states uniformly, action b2 transitions
the agent to the seventh state. All rewards are zero and so are the Q-values. For the first
six states, we define state-features ψ : X → R

8 such that ψ(x) is 2 in the x-th component,
1 in the eight component and 0 otherwise. For the seventh state, ψ is 1 in the seventh
component, 2 in the eight component, and 0 otherwise. Then, the state-action features are
ϕ : X ×A → R

16 such that ϕ(x, b1) = [ψT (x), 0, . . . , 0]T and ϕ(x, b2) = [0, . . . , 0, ψT (x)]T .
Figure 2.3 depicts the process and the features. As in the previous counter example, if

2w1 + w8 2w2 + w8 2w3 + w8 2w4 + w8 2w5 + w8 2w6 + w8

w7 + 2w8

Figure 2.3: Transition diagram of the process in Baird’s counter example.

the parameters are w = 0, the correct state-action value function is represented. We set
the discount factor γ = 0.99, the learning rate αt = 0.01 and the initial parameters are
w0 = [1, 1, 1, 1, 1, 1, 10, 1, 1, 1, 1, 1, 1, 1, 1, 1]. The behavioral policy chooses action b1 with
probability 6

7 and action b2 with probability 1
7 . Therefore, the next state distribution is

uniform and every state is visited equally and infinitely often. Even though the Markov
decision process and the linear representation are benign, in the sense that the correct
state-action value function is representable and the features are linearly independent, the
norm of the parameter vector diverges to infinity. Again, the parameters grow without
bound. Figure 2.1b shows the norm of the vector w.
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Figure 2.4: Divergence of the parameters in the chattering counter example. As the learning
process evolves, the norms of the parameters of the function approximation architectures
diverge, oscillating within a window without converging. As the processes evolve, the norm
of the parameters oscillates periodically and fails to converge.

Chattering counter example We refer to the final example as the chattering counter
example. The example is due to Gordon [19] and showcases the divergence of SARSA with
linear function approximation. It comprises a Markov decision process with four states
and two actions. From the initial state sI , the agent can either move to an upper state
sU , through action bU or to a lower state sL, through action bL. From these, the agent
moves to a final state sF . The action of moving up from the initial state has a reward
of zero, the action of moving down from the initial state has a reward of zero, moving
down to the final state has a reward of two, moving up to the final state hsa a reward of
1. The function approximation architecture used is linear and parameterized by w ∈ R

4.
The features are ϕ : X ×A → R and such that for the initial state ϕ(sI , bU ) = [1, 0, 0, 0]T

and ϕ(sI , bL) = [0, 1, 0, 0]T , for the final state ϕ(sF , ·) = [0, 0, 0, 1], regardless of the action,
and for the upper and lower states, ϕ(·, ·) = [0, 0, 1, 0], regardless of the action. Figure 2.5
depicts the process and the features. For the experiments, we consider a discount factor

w3

w3

w4

w1

w2

+2

+1

Figure 2.5: Transition diagram of the process in the chattering counter example.

γ = 11, a learning rate αt = 0.01 and an ϵ-greedy policy with ϵ = 0.1. If the initial
parameters are w = 0, they do not converge. Lowering the discount factor, learning rate or
ϵ does not result in convergence either [19]. Figure 2.4 shows the norm of the vector w.
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2.4.2 Discussion

Here, we expand on reasons for the divergence of Q-learning. We start by analyzing the
w → 2w example once more. In this example, as there is only a single action, the updates
of SARSA are the same as of Q-learning. Consequently, the arguments apply to both.

w → 2w counter example In this example, Q-learning is driven by the o.d.e.

ẇ = E
[

ϕ(x)
(

r(x) + γqw(x
′)− qw(x)

)]

, (14)

where the expectation is taken with respect to the states x, which can be s1 or s2 with
equal probability. The next state x′ is always s2 and the reward r(x) is always zero. Since
ϕ(x) equals 1 if x = s1 and equals 2 if x = s2 and qw(x) = ϕ(x)w, the o.d.e. (14) simplifies:

ẇ =

(

3γ −
5

2

)

w. (15)

Zero is an equilibrium of o.d.e. (15) but it is not stable if γ > 5
6 . Therefore, even if the

dynamical system starts close to the solution, it does not converge to it and neither does
the discretized stochastic variant of the o.d.e. that is Q-learning.

Linear function approximation Generalizing the analysis, but still considering linear
function approximation, an equilibrium for Q-learning verifies

Eµ

[

ϕ(x, a)

(

r(x, a) + γmax
a′∈A

qw(x
′, a′)− qw(x, a)

)]

= 0,

which states, equivalently, that

Eµ [ϕ(x, a)qw(x, a)] = Eµ

[

ϕ(x, a)

(

r(x, a) + γmax
a′∈A

qw(x
′, a′)

)]

= 0.

Using that in the linear function approximation case qw(x, a) = ϕT (x, a)w and denoting
Σ = Eµ

[

ϕ(x, a)ϕT (x, a)
]

, we obtain

Σw = Eµ

[

ϕ(x, a)

(

r(x, a) + γmax
a′∈A

qw(x
′, a′)

)]

,

assuming Σ is invertible and, finally,

w = Σ−1
Eµ

[

ϕ(x, a)

(

r(x, a) + γmax
a′∈A

qw(x
′, a′)

)]

. (16)

If the right-hand side of the fixed-point equation (16) is contractive, there exists a unique
solution and the dynamical system converges. Unfortunately, as can be seen in the simple
w → 2w example, in general, that is not the case and Q-learning can diverge. In the example
we saw that, when γ > 5

6 , a solution to Equation (16) exists but, since the right-hand side
is not contractive, Q-learning does not converge to the solution. We can also build an
example where the solution to Equation (16) does not even exist. For that, we consider the
Markov decision process with the same state, action space and dynamics but where the
reward r is strictly positive. An equilibrium for the o.d.e. (14) must satisfy the equation

3r + (6γ − 5)w = 0.

The equation does not have a solution when γ = 5
6 . The argument also applies to SARSA.
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q
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ProjHProj

q̂

Q

Figure 2.6: Representation of relevant functions and operators. The optimal value function
is q∗, and it is the fixed point of the Bellman operator H. The solution of Q-learning is q̂,
the fixed point of the composition of H and the projection operator Proj onto the function
approximation space Q. However, q̂ may not exist. Furthermore, q̂ does not equal Proj q∗.

General function approximation Generalizing once more, and considering unrestricted
function approximation architectures, from a functional perspective, Q-learning is a stochas-
tic approximation algorithm algorithm for finding q̂ that solves the equation

q = Proj (Hq) , (17)

where Proj is the projection operator mapping state-action value functions to the function
approximation space Q, formally defined as

Proj q = argmin
w∈RK

1

2
Eµ

[

(q(x, a)− qw(x, a))
2
]

.

Since there is no guarantee that the composed operator ProjH is contractive, Equation (17)
may not have a solution, i.e., q̂ may not exist. When q̂ does exist, there is still no
guarantee that successively applying ProjH converges to it. Figure 2.6 graphically depicts
the considerations made. For a fixed policy π, the fixed-point of SARSA verifies

q = Proj (Hπq) . (18)

As we saw before, there is no guarantee that such fixed-point exists. Furthermore, as π
become increasingly greedy, Hπ tends to H. By continuity, one solution for Equation (17)
must in that case be the same as for Equation (18). If Equation (17) does not have a fixed-
point, neither does Equation (18) when π is greedy with respect to q. As a consequence,
same as Q-learning, SARSA is not guaranteed to converge to a solution: even though it is
guaranteed to converge to a region [19], the updates may oscillate within the region, as
seen in the chattering counter example. Following this reasoning, we mostly dedicate our
efforts to the problem of approximating q∗ by focusing on Q-learning.
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3 Related work

In this section we critically analyze work that is related to our own. We focus the
section on works that study the convergence of Q-learning methods under different settings.
Specifically, we review what is known regarding the asymptotic behavior of Q-learning in
the three settings identified as objects of this thesis in Section 1, although in a different
order. First, we discuss results on the convergence of Q-learning with linear function
approximation. Afterwards, we discuss results on the convergence of Q-learning with
non-linear function approximation. Then, we discuss results regarding full-gradient descent
methods in reinforcement learning. In the latter, we also consider non-linear function
approximation. At that point, we discussed the class of policy-based methods, opposing it
to Q-learning methods. Finally, we discuss results on Q-learning in non-stationary settings.

3.1 Linear function approximation

We start by analyzing the works that provide results on the convergence of Q-learning with
non-trivial linear function approximation, i.e., when the function approximation architecture
is the linear span of a set of features that are not tabular representations of the state-action
space. First, a few works provide conditions under which the standard Q-learning method,
that performs semi-gradient descent on the Bellman error, converges. Others, propose a
different learning objective and thus result in significantly modified variants of Q-learning.
Finally, other works exploit the finding that regularization can ensure convergence of the
Q-learning updates. Respectively, we expand on each of the three directions below.

3.1.1 Convergence conditions

Around the time the divergence of Q-learning was established, through the counter-examples
presented in Section 2.4, some works aimed at understanding specific conditions under which
Q-learning would provably converge with linear function approximation. The first works
proposed restrictions of the function approximation architectures themselves. They establish
that with some specific choices of features, Q-learning is guaranteed to converge [52, 44, 56].
The linear architectures considered across the three works are soft extensions of what would
be the one-hot representation in the tabular case. Afterwards, another work considered
again general linear function approximation architectures. Melo et al. [38] prove that
Q-learning with linear function approximation converges if the distribution of state-action
pairs the agent uses to learn is sufficiently close to the distribution that the optimal policy
would induce. Such case renders Q-learning closer to its on-policy variant, SARSA. As
a consequence, the work establishes the convergence of SARSA, the on-policy version of
Q-learning, with linear function approximation. Conversely, it implies that, if the discount
factor is small enough, the convergence of Q-learning also follows.

3.1.2 Gradient-TD methods

Instead of finding conditions under which Q-learning converges, a different line of works
proposes to take a step back and modify the objective that Q-learning is trying to solve.
The solution Q-learning may find must verify q = Proj (Hq) or, equivalently,

Proj (Hq)− q = 0.
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The solution may not exist and the approach may result in divergence as already mentioned.
Maei et al. [33] propose to perform full-gradient descent on a different objective, called the
projected Bellman error. The motivation is that, even though Proj (Hq)− q may never be
zero, we can aim at minimizing the distance between Proj (Hqw) and qw in the function
approximation space. The resulting algorithm, called greedy-GQ, is part of a class of
gradient-TD methods. Formalizing the objective, gradient-TD methods aim at finding the
parameter vector w

∗ such that

w
∗ = argmin

w∈RK

1

2
Eµ

[

((Proj (Hqw)) (x, a)− qw(x, a))
2
]

.

Being a full gradient method, greedy-GQ is provably convergent in the linear state-action
value function space. However, the method can converge to strictly local minima and there
is no guarantee that the resulting greedy policy is a good control policy [50]. Gradient-TD
methods are also less efficient than semi-gradient methods [16, 34].

3.1.3 Regularized methods

The problem of divergence of Q-learning with function approximation was significantly
revived after the empirical success of Q-learning with deep neural networks [40]. One of
the components of the renowned deep Q-network (DQN) is a target network that aims
at compensating the instability generated by the semi-gradient updates. While a target
network does not make Q-learning convergent even in the linear function approximation
case, its empirical success inspired novel theoretical results. Our work [12], discussed in
Section 4.1, and the works of Zhang et al. [63] and Chen et al. [13], provided convergence
guarantees for Q-learning with target networks. Additionally, another work points out that
the target network can be seen as a form of regularization [46]. As hinted by Farahmand
[18], several works are proving that several forms of regularization of the Q-values or
the parameters themselves can stabilize Q-learning, resulting in a convergent algorithms
[1, 30, 63]. However, the introduction of any of the regularizers biases the limit solution
encountered by Q-learning in ways that are not fully understood. Specifically, it is unclear
how good the greedy policies resulting from the learned value functions are.

3.2 Non-linear function approximation

As discussed, the behaviour of Q-learning with linear function approximation has been the
focus of several theoretical works. In practice, however, Q-learning is mostly used with
non-linear function approximation architectures, especially neural ones [40]. Still, there
are works that address this more general setting. A recent work suggests a loss function
that is decreasing over time, assuming the neural network converges to the targets from
a target network at each step [58]. However, having a loss function that is monotonically
decreasing does not imply that the parameters of the approximator or the Q-values are
converging. Cai et al. [11] and Xu and Gu [60] provide finite-time analysis of Q-learning
with over-parameterized neural networks that imply that as the size of the network grows
to infinity, convergence is guaranteed at a sub-linear rate. While being an interesting result,
as the size of the network grows to infinity, the learning architecture also grows closer to a
tabular representation. However, the results do not imply convergence when a finite-sized
network is employed, deeming them somehow detached from practice.
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3.3 Policy-based methods

The class of policy-based methods, directly update the parameters of a policy on a function
space Π. Policy-based methods, include some of the state-of-the-art algorithms in control
problems of reinforcement learning. Examples of those are actor-critic methods [5, 25].
Actor-critic methods also update on the parameters of a value function in Q, the critic, that
evaluates the policy, the actor. The actor is updated through stochastic gradient ascent on
the critic, and relying on the policy-gradient theorem [55]. Letting

J(π) = Ex∼µ [q
π(x, a)] , (19)

where actions are taken according to π, the theorem states that

∇J(π) = E [((∇ log π) (x, a)) (qπ(x, a)− b(x)] , (20)

where b is a baseline that does not bias the gradient estimation but can reduce or increase
the variance. PPO [51] is one such actor-critic methods, where the baseline used is the state
value function b(x) = E[qπ(x, a)], added of the optimisation of a surrogate objective loss.
Other well-known actor-critic methods are A3C [41], its synchronous version A2C, DDPG
[29], IMPALA [17] and SAC [20]. In this thesis, we focus on Q-learning methods. We
discuss possible limitations of policy-based methods in light of our research problem, the one
of approximating the optimal value-function q∗, which indirectly results in approximating
an optimal policy, even though the converse is not true.

Computation Policy-based methods increase on the computational complexity of Q-
learning methods. Most policy-based methods, including actor-critic methods, require
storing the parameters of the policy. These parameters are stored in addition to the
parameters of the value function. Contrarily, Q-learning methods require only the latter,
making them more memory efficient in this sense. The policy parameters also require
gradient ascent updates. Since the policy space is in principle non-linear, these updates can
be expensive. The computation cost adds to the cost of updating only the value function.

Local minima In general, J maps parameterized policies π to R in a non-convex way.
Therefore, convergence of the policies happens to a policy whose value is only a local minima
in the value function space Q. Interestingly, departing from the classic linear programming
formulation of the Markov decision problem [36] and considering a logistic Bellman error
instead of the squared Bellman error, Bas-Serrano et al. [6] arrive at an algorithm that
converges to the optimal policy. The convergence result therein assumes, for example, that
q∗ is in Q and that the Markov decision process is linearly factored. In our studies, we aim
at considering extremely relaxed assumptions on the data distribution µ, the approximation
space Q and the Markov decision process.

Policy evaluation The updates on the policy require, in principle, its evaluation. As
seen in Section 2.4, approximating the value of a policy in a function approximation space
lacks convergence guarantees and divergence can happen. We expect that, while focusing
on Q-learning methods, the contributions of this thesis also address the policy evaluation
problem with function approximation. Alternatively to approximating the value using the
Bellman operator, we can perform rollouts of the policy on the Markov decision process
and consider the collected discounted reward. The drawbacks of the approach are the
assumption that we can simulate the environment without restrictions, added computation
time in simulating the environment, and much increased variance.
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3.4 Learning with non-stationarities

There is also work on the asymptotic behaviour of reinforcement learning on non-stationary
Markov decision processes [21, 22, 28, 35]. The results focus on a class of of history-
dependent Markov decision processes such that the optimal Q-values are independent of
the history of the process throughout the interaction, which is not generally the case if the
environment is non-stationary. It is unknown in which other types of non-stationarities, for
instance ones that result from concurring simultaneous learning processes, Q-learning will
converge, including in the tabular case. Specifically, we do not know if Q-learning converges
in hierarchical settings [15], changing state or action spaces, discount factors, transition
dynamics or reward structures. We can also consider changes in the data along the learning
process as a non-stationarity.

3.5 Full-gradient methods

Focused on the linear function approximation case but with impacts on the general case, an
early work [4] had called attention for the fact that Q-learning does not perform full-gradient
descent on the Bellman error, i.e., does not attempt to find the parameters w

∗ such that

w
∗ = argmin

w∈RK

1

2
Eµ

[

((Hqw) (x, a)− qw(x, a))
2
]

.

Full-gradient Q-learning would be a convergent method. However, convergence would be
slower. Additionally, it demands the possibility to perform two unbiased samples from
each state throughout the interaction [4] if the state transitions on the environment are not
deterministic. The last requirement is usually referred to as the double sampling issue [54,
Chapter 11]. For the case of non-linear function approximation, Avrachenkov et al. [3]
prove that full-gradient descent on the Bellman error results in a convergent Q-learning
scheme. However, the solution may be minimizing the Bellman error only locally, and the
resulting control policy may not be good, as discussed by Sutton and Barto [54].

Other works investigate, in practice, the quality of the solutions obtained by full-gradient
and semi-gradient methods [49, 50, 61, 62]. The insights we obtain from such works are
various. Saleh and Jiang [49] show that, in deterministic environments, the solutions of full-
gradient methods may often be good. They highlight, however, that when the data deviates
much from the on-policy distribution, full-gradient Q-learning can be severely harmed.
Scherrer [50] shows that, in general, full-gradient methods perform worse more often than
semi-gradient methods but that, when they fail, it is not by as much as semi-gradient
methods do. Yin et al. [61] could not obtain good solutions from full-gradient descent
methods. Finally, Zhang et al. [62] shows that, for policy evaluation, a certain convex
combination of the full-gradient and semi-gradient update results in increased performance
in comparison with the extreme cases, of either full-gradient or semi-gradient updates.
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4 Linear function approximation

As seen in Section 2.4, Q-learning may fail to converge when used with linear function
approximation. In this section, we provide alternative methods to Q-learning and its
on-policy relative, SARSA, with linear function approximation, that are guaranteed to
converge with probability 1. The proposed methods are two time-scale variations inspired by,
respectively, the algorithms of deep Q-networks [40] and approximate policy iteration [45].
In this section, we consider linear function approximation spaces. A linear function
approximation space is generated by features ϕ : X×A → R

K , so that qw(x, a) = ϕT (x, a)w.

4.1 Q-learning

We introduce an off-policy two time-scale stochastic approximation algorithm called CQL,
for coupled Q-learning. Our proposed CQL algorithm takes inspiration from the two critical
techniques that were used for the DQN algorithm: the target network and experience replay.
A target network is a delayed copy of the main network, updated only every fixed number
of steps, in order to mitigate the negative impact of bootstrapping; experience replay works
by keeping a buffer of transitions D from where samples are drawn and used to perform
the updates. The replay buffer makes the data less correlated than it is if we consider the
fully Markovian setting and slows down the data distribution shift that arises from having
a changing behavior policy. Just like in DQN, CQL also encompasses a target network,
although in a modified way. In our case, instead of copying the target network every fixed
number of steps, we update it in every step, but slowly. Also, instead of simply copying the
main network, we update the target network in order to approximate a regularized version
of the main network. Our data setting resembles the one of experience replay, where the
agent has access to a fixed batch of samples. The CQL algorithm performs the following
coupled updates to the main parameters vt ∈ R

K and the target parameters ut ∈ R
K :

vt+1 = vt + αt

(

rt + γmax
a′∈A

qut(x
′
t, a

′)− qvt(xt, at)

)

ϕ(xt, at),

ut+1 = ut + βt
(

ϕ(xt, at)ϕ
T (xt, at)vt − ut

)

.

We can show the proposed scheme converges with probability 1 using the general convergence
result for two time-scale stochastic approximation reproduced in Section 2.1.1.

Assumption 1. We assume the following hold:

1. (xt, at, x
′
t, rt) is sampled from D = {(xi, ai, x

′
i, ri), i ∈ N0} with distribution µ.

2. The matrix Σ = Eµ

[

ϕ(x, a)ϕT (x, a)
]

is non-singular and ∥ϕ(x, a)∥2 ≤ 1, for all (x, a).

Theorem 2. For any initial parameters v0 and u0, it holds that

(vt,ut) → (v∗(u∗),u∗),

where u
∗ is the unique solution to

u
∗ = E

[(

r(x, a) + γmax
a′∈A

ϕT (x′, a′)u∗

)

ϕ(x, a)

]

(21)

and v
∗ : RK → R

K is such that v∗(u) = Σ−1
u.
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Proof. We present only the main steps of the proof. We establish the result by directly
applying the two time-scale stochastic approximation result reproduced in Section 2.1.1,
Theorem 1. To do such application, it amounts to show that our algorithm satisfies each
condition of the theorem. We start by defining the mean fields f, g : RK ×R

K → R
K as

f(vt,ut) = Eµ

[

ϕ(xt, at)

(

rt + γmax
a′∈A

qut(x
′
t, a

′)− qvt(xt, at)

)]

,

g(vt,ut) = Eµ

[

ϕ(xt, at)ϕ
T (xt, at)

]

vt − ut.

We also define martingale difference sequences of noise {mt }t∈N and {nt }t∈N as

mt+1 = ϕ(xt, at)

(

rt + γmax
a′∈A

qut

(

x′t, a
′
)

− qvt(xt, at)

)

− g(ut,vt)

nt+1 =
(

ϕ(xt, at)ϕ
T (xt, at)vt − ut

)

− f(ut,vt).

Both f and g are Lipschitz-continuous. Letting Ft = σ({ (uτ ,vτ ,mτ ,nτ ), τ = 0, . . . , t }),
we can show that

E

[

∥mt+1∥
2 | Ft

]

≤ cm(1 + ∥ut∥
2 + ∥vt∥

2),

E

[

∥nt+1∥
2 | Ft

]

≤ cn(1 + ∥ut∥
2 + ∥vt∥

2),

for some constants cm, cn > 0. In analyzing two time-scale algorithms we follow the
standard notion that, since βt = o (αt), the updates to vt proceeds at a “faster” timescale
than those to ut. Thus, when viewed from the faster time-scale, ut appears to be static.
The update for ut takes the general form ut+1 = ut + αt∆ut, where

∆ut =
βt
αt

(

ϕ(xt, at)ϕ
T (xt, at)vt − ut

)

→ 0

as long as vt and ut remain bounded. With this in mind, for a fixed u, we have the o.d.e.

v̇t = g(vt,u),

which has a unique globally asymptotically stable equilibrium

v
∗(u) = Σ−1

E

[

ϕ(xt, at)
(

rt + γmax
a′∈A

ϕT (x′t, a
′)u

)

]

.

The global asymptotic stability of v∗(u) can be established by a Lyapunov argument, using
the Lyapunov function lu(v) = 1

2∥v − v
∗(u)∥2. Additionally, v∗ can also be shown to be

Lipschitz-continuous. Finally, defining

g∞(v) = lim
c→∞

g(cv,u)

c
= −Σv,

we can show that the origin is globally asymptotically stable for the o.d.e. v̇t = g∞(vt).
From Bhatnagar et al. [8], we conclude that supt∥vt∥ <∞ w.p. 1. Conversely, when viewed
from the slower time scale, vt is in equilibrium. We have the o.d.e. u̇t = f(v∗(ut),ut),
which also has a unique globally asymptotically stable equilibrium

u
∗ = E

[

ϕ(xt, at)
(

rt + γmax
a′∈A

ϕT (x′t, a
′)u∗

)

]

. (22)
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The existence of the fixed point in (22) can be established from the Banach fixed-point theo-
rem, since the right-hand side is a contraction in u; that u∗ is globally asymptotically stable
can again be established by a Lyapunov argument, using the function l(u) = 1

2∥u− u
∗∥2.

Finally, we define

f∞(u) = lim
c→∞

f(v∗(cu), cu)

c
= E

[

ϕ(xt, at)γmax
a′∈A

ϕT (xt, a
′)u

]

− u.

We can show that the origin is an asymptotically stable equilibrium for the o.d.e. u̇t = f∞(ut),
from where we repeat our previous argument to conclude that supt∥ut∥ <∞ w.p. 1. Since
all conditions have been verified, the conclusion follows.

4.2 Approximate policy iteration

The CQL algorithm introduced in the previous section is an off-policy algorithm. It
does not require that the policy used to interact with the environment to be constantly
changing in the direction of the state-action value function. Now, we introduce an on-policy
method that we call 2TAP for two time-scale approximate policy iteration. Our proposed
algorithm takes inspiration from the original approximate policy iteration algorithm [45].
In approximate policy iteration, a SARSA cycle, as defined in Section 2.3.2 is called inside
a policy improvement step, where a new policy is greedy with respected to the state-action
value estimates. The algorithm thus adapts the policy iteration planning algorithm, as
defined in Section 2.2.1 to the reinforcement learning setting with function approximation.
In 2TAP, along a faster time scale, we use a regularized SARSA update to predict the
value of a policy which is being updated along a slower time-scale. Our parameterized
policy, given a state, outputs a Boltzmann-like distribution over the actions. We update
the policy parameters in the direction of the parameters of the value function. We consider
a projection · : RK → Bρ, Bρ = {z ∈ R

k, ∥z∥2 ≤ ρ}, defined as z = argminz∈Bρ
∥z − z∥2

to ensure the value parameters are bounded. The 2TAP algorithm performs the following
coupled updates to the value parameters wt ∈ R

K and the policy parameters θt ∈ R
K :

wt+1 = wt + αt

(

(rt + γqwt(x
′
t, a

′
t))ϕ(xt, at)−wt

)

(23)

θt+1 = θt + βt(wt − θt). (24)

The policy space is Π = {πθ : θ ∈ R
K}, such that a policy πθ in Π is such that

πθ(a | x) = ϵ+ (1− |A|ϵ)
exp (ηϕT (x, a)θ)

∑

a′∈A exp (ηϕT (x, a′)θ)
,

where ϵ ∈]0, 1
|A| [ and η > 0 is a temperature parameter, resembling the space considered by

Bas-Serrano et al. [6]. By defining the policies this way, we ensure that, in every state, the
policies assign a probability at least ϵ to each action. We can show the proposed method
converges using the two time-scale stochastic approximation recipee.

Assumption 2. We assume the following holds:

1. For any policy π, the MDP evolves as an irreducible and aperiodic Markov chain over

the state-action space X ×A. Letting µπθt
denote the stationary distribution obtained

at time step t, we assume that (xt, at) ∼ µπθt
.

2. Σ = Eµπθ

[

ϕ(x, a)ϕT (x, a)
]

is non-singular for all πθ and ∥ϕ(x, a)∥2 ≤ 1, for all (x, a).
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q
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qu∗

Figure 4.1: Representation of relevant functions and operators. The optimal value function
is q∗, and it is the fixed point of the Bellman operator H. The solution of Q-learning is q̂,
the fixed point of the composition of H and the projection operator Proj onto the function
approximation space Q. However, q̂ may not exist. Furthermore, q̂ does not equal Proj q∗.
The regularized solution q∗u always exists. It does not, however, equal Proj q∗.

Theorem 3. For any initial policy parameters θ0 and w0 ∈ Bρ,

(wt,θt) → (θ∗,θ∗),

where θ
∗ is the unique solution to θ

∗ = w
∗(θ∗), with w

∗ : RK → R
K such that

w
∗(θ) = Eπθ

[

(

r(x, a) + γϕT (x′, a′)w∗(θ)
)

ϕ(x, a)
]

.

Proof. The proof of the theorem follows the same lines as the proof of Theorem 2.

4.3 Discussion

In this section, we proposed regularized alternatives of Q-learning. Now, we expand on the
regularization proposed, its implications and connect with related work.

Q-learning with linear function approximation is a stochastic approximation algorithm
to solve the fixed-point equation q = Proj (Hq). Explicitly, the solution to the fixed-point
equation verifies, for all state-action pairs, the following:

q(x, a) = ϕT (x, a)Σ−1
Eµ [ϕ(x, a) ((Hq) (x, a))] . (25)

As debated before, ProjH may not be contractive and, consequently, a solution qŵ to
Equation (25) may not exist and even when it does, convergence to qŵ is not guaranteed.
Contrarily, we can guarantee that our proposed regularized versions of Q-learning converge
to an existent unique solution. The fixed-point equation CQL tries to solve is the following:

q(x, a) = ϕT (x, a)Eµ [ϕ(x, a) ((Hq) (x, a))] . (26)

Equations (25) and (26) are not the same. The difference between the two is that the
normalization matrix Σ−1 does not appear in the latter. Therefore, qu∗ is the fixed point of
the combined operator obtained from an un-normalized “projection”, which we call Unproj,
and the Bellman operator. The absence of the matrix Σ−1 is key for the emergence of the
contraction property of the combined operator. Figure 4.1 adds the regularized fixed point
qu∗ and the operator Unproj to the figure presented in Section 2.4.2.

It can also also interesting to analyze qv∗ . It verifies

qv∗(x, a) = ϕT (x, a)Σ−1
Eµ

[

ϕ(x, a)
(

(

Hqu∗

)

(x, a)
)]

.
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The three functions qŵ, qu∗ and qv∗ coincide when Σ = I. However, this case does not fall,
in general, under our assumptions: even though we can also construct orthogonal features,
obtaining a diagonal Σ, since we assume the norm of the features is bounded by 1, the
values on the diagonal Σi,i = E

[

ϕ2i (x, a)
]

are smaller than 1. Still, consider that σ is the
minimum eigenvalue of the diagonal Σ. As σ approaches 1, both qu∗ and qv∗ approach q̂.
The analysis of the solution obtained by 2TAP follows along the same lines.

More recently, other works provided other regularized alternatives to Q-learning. The
solution associated with the method of Zhang et al. [63] solves the fixed-point equation

q(x, a) = ϕT (x, a) (Σ+ ηI)−1
Eµ [ϕ(x, a) ((Hq) (x, a))] ,

where η > 0. The solution associated with the method of Lim et al. [30] solves

q(x, a) = ϕT (x, a) (ξΣ)−1
Eµ [ϕ(x, a) ((Hq) (x, a))] ,

where ξ > 0. In both cases, when the parameters η or ξ are sufficiently large, the operators
become contractive. Consequently, a unique solution exists and convergence is guaranteed.
In our case, the matrix Σ does not appear and contractiveness is guaranteed because the
features are assumed small.

Limitations We start by highlighting that all the regularizations just considered, including
ours, result in methods that are not scale-invariant, i.e., if the features are changed by
a factor, the solution the methods provide, in Q, also change. Additionally, for all the
methods referred, including ours, the solutions obtained are not guaranteed to fall close
from Proj q∗. Moreover, it is unclear if the solutions are useful for performing control. Chen
et al. [13] argues that, with tabular representations, increasing regularization, regardless of
which of the methods discussed, is equivalent to lowering the discount factor of the Markov
decision process. Sufficiently small discount factors were already known to guarantee
convergence [38]. Additionally, except for environments with sparse rewards, lowering the
discount factor changes the optimal policy.
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5 Learning with non-stationarities

In this section, we extend convergence results of Q-learning to two non-stationary settings.
First, we consider linear function approximation with non-stationary features. The setting is
motivated by non-linear function approximation with neural networks. Second, we consider
tabular representations with non-stationary environments. The setting is motivated by
hierarchical reinforcement learning.

5.1 Learning non-linear features as non-stationarity

In the previous section, we provided alternatives to Q-learning with linear function approxi-
mation. Our proposed methods are regularized versions of Q-learning. Recently, other works
followed the same direction we did and provided regularized methods with convergence
guarantees for the case of linear function approximation [30, 63]. In the following, we prove
that even if the features are non-stationary, as happens in neural network architectures,
regularization can ensure Q-learning methods converge if the features themselves converge.
Let us consider neural network architectures as parameterized non-linear functions. A
state-action pair (x, a) is the input, and is processed by non-linear features parameterized
by u, ϕu. Then, ϕu(x, a) is passed on to a linear layer parameterized by v. The output
is qv,u(x, a). We consider qv,u : X × A → R such that qv,u(x, a) = ϕTu(x, a)v, where
· : RK → Bρ maps v to a ball of radius ρ in R

K . We refer to the parameters of the final
linear layer, v ∈ R

K , as the final parameters, to the parameters of the non-linear hidden
layers, u ∈ R

D, as the hidden parameters and to ϕu : X × A → R
K as the features. We

argue that learning the final parameters v at a faster time-scale than the hidden parameters
u allows us to decouple the convergence analysis of the two and consequently establish that
a regularized version of Q-learning with convergence guarantees for the stationary features
case, will also converge if the features are non-stationary but convergent. We define the
Q-learning scheme of the final linear layer with the addition of ridge regularization, merging
ideas from [30] and [63], as

vt+1 = vt + αt

(

rt + γmax
a′∈A

qvt,ut(x
′
t, a

′)− ξqvt,ut(xt, at)
)

ϕut(xt, at)− αtηvt,

where ξ, η > 0 are regularization hyper-parameters and the positive learning rates in
{αt}t≥0 are such that

∑∞
t=0 αt = ∞ and

∑∞
t=0 α

2
t < ∞. Let us assume the features are

updated much slower than the final layer through a stochastic approximation scheme with
well-behaved noise and that they converge.

Assumption 3. We assume the following holds:

1. The hidden parameters u are updated according to

ut+1 = ut + βt
(

g(vt,ut) + nt+1

)

,

2. The vector field g : RK+D → R
D is Lipschitz-continuous;

3. The sequence of random vectors {nt}t∈N has zero mean and finite variance;

4. the learning rates in {βt}t∈N0
are such that

∑∞
t=0 βt = ∞,

∑∞
t=0 β

2
t <∞ and βt

αt
→ 0.

5. The sequence {ut}t∈N0
converges, i.e., that ut → u

∗ for some u
∗ ∈ R

D.

27



Theorem 4. Suppose that Assumption 3 holds and moreover

1. For all t, (xt, at, x
′
t, rt) is sampled from D = {(xi, ai, x

′
i, ri), i ∈ N0}.

2. The architecture ϕ : RD ×X ×A → R
K is Lipschitz-continuous on the first argument;

3. For all u ∈ R
D, the features ϕu are such that, for all (x, a) ∈ X ×A, ∥ϕu(x, a)∥2 ≤ 1;

4. For all u ∈ R
D, the features ϕu and the distribution µ are such that the K×K matrix

Σu := E
[

ϕu(x, a)ϕ
T
u(x, a)

]

is positive-definite and its minimum eigenvalue is σ.

Additionally suppose that the regularization parameter ξ > 1 is large enough, specifically

that ξ > γ
σ
; that η > 0 is small enough, specifically that η < ξσ − γ; and that the radius of

the ball Bρ, ρ > 0, is also large enough, specifically that ρ > rmax

ξσ−γ−η
.

Then, it holds that vt → v
∗(u∗), with v

∗ : RD → R
K such that

v
∗(u) = (ξΣu + ηI)−1

E

[

(

r(x, a) + γmax
a′∈A

qv∗(u),u(x
′, a′)

)

ϕu(x, a)
]

Proof. The proof follows again from verifying the conditions of Theorem 1.

5.1.1 Discussion

In this section, we showed how to extend convergence properties of Q-learning from the
linear function approximation case to the case when the features are non-stationary but
convergent. For our purposes, we considered a regularized Q-learning method. In particular,
we showed that if the features are the inner layers of a non-linear neural network, as long
as those features converge, the final layer also converges. Convergence of the features, i.e.,
satisfying Assumption 3, can be obtained through performing stochastic gradient descent on
proper loss functions. Specifically, the features can be learned in an unsupervised way, for
instance by learning an autoencoder, or in a semi-supervised way, for instance by learning
bissimulation metrics. At the same time we are able to preserve the convergence properties
of regularized Q-learning methods, we also preserve their drawbacks. Specifically, there is no
guarantee that the obtained solution is close to the desired Proj q∗ and that, consequently,
it is useful to perform control on Markov decision processes.

5.2 Hierarchical Markov decision processes as non-stationarity

In this section we focus on a non-stationary setting in reinforcement learning where the
convergence of Q-learning is unknown. In this case, we consider non-stationary Markov
decision processes with respect to the transitions and the rewards. We show that if the
Markov decision process converges, Q-learning with tabular representations also converges.
The setting is motivated by feudal hierarchical reinforcement learning [15].

Feudal hierarchies In a feudal hierarchy, as introduced by Dayan and Hinton [15], a
task is addressed by several agents operating at different levels: higher-level agents act
by selecting goals for lower-level agents; the lower-level agents, in turn, act to achieve
the goals set by a higher-level agent. While learning a hierarchical policy at both levels
simultaneously, an added difficulty of non-stationarity arises [23, 27, 43]. As an example
of this non-stationarity, suppose that, in the beginning of training, a high-level agent
issues a suitable goal for a low-level agent; if the low-level agent does not achieve its goal,
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the high-level agent’s decision will not be assigned its due credit. It is not known if the
hierarchy sustains a stable behavior. We start by formalizing the hierarchy as a pair of
Markov decision processes. Then, we show the processes are stable. Finally, we prove the
convergent behavior of Q-learning, resorting to the stability result. Specifically, we prove
that Q-learning at the high-level converges if the low-level policy converges. Consider a
shallow Markov decision process M := (X ,A, P, r) as described in Section 2 and a discount
factor γ. We use superscripts h and l to denote the high-level and low-level components
of a two-level hierarchy, respectively. We define a two-level hierarchy as a pair (Mh,Ml),
with Mh(πl) :=

(

X ,Ω, P h(πl), rh(πl), γh
)

and Ml := (X × Ω,A, P l, rl, 1). Above, on top
of the notation already established for Markov decision processes, we used Ω to denote the
action space of the high-level MDP and, simultaneously, one of the components of the state
space of the low-level MDP. We also call Ω the goal space. On the high-level process Mh,
we note the dependency of the high-level transition probabilities P h and reward rh on the
policy πl of the agents at the lower-level. On the low-level process, the reward function
rl : (X × Ω)×A → R can be any.

Assumption 4. The stopping time of a low-level episode, τ , is a random variable supported

in N0 with probability mass function ξ(t) := P (τ = t) = (1− γ)γt.

Proposition 1. Consider the Markov decision processes M, Mh and Ml and a converging

sequence of low-level policies πlt → πl, t ∈ N. For each high-level policy πh, it holds that:

1. P h(πlt) → P h(πl);

2. rh(πlt) → rh(πl);

3. vh
πh(π

l
t) → vh

πh(π
l);

4. qh
πh(π

l
t) → qh

πh(π
l).

Proof. We leave the idea for the proof. We start by noting that, in metric spaces, if an
element ft → f∗, we have that G(ft) → G(f∗) if and only if G is continuous. Therefore,
the proposition equivalently states that, for every high-level policy πh, P h, rh, V h

πh and Qh
πh

are continuous on the low-level policies πl. We prove the continuity of each component.

Convergence We prove that Q-learning converges in non-stationary but convergent
Markov decision processes by showing that it converges on the high level of a feudal
hierarchy. We consider the low-level learns using any learning algorithm at any learning
rate, as long as it converges, and the high-level uses Q-learning. We show that, even though
the algorithms operate over a non-stationary Markov decision process, convergence still
holds. We introduce some notation. rt(x, ω) is a reward sample distributed according to
rh(πlt)(x, ω); yt(x, ω) a next state sample distributed according to P h(πlt)(x, ω); q

∗,h
t is the

optimal value function of the high-level Markov decision process Mh(πlt), where πlt is the
low-level policy at time step t. Consider a sequence of low-level policies πlt converging to
the optimal low-level policy π∗,l. Q-learning on the high level performs the updates

qht+1(x, ω) = qht (x, ω) + αt(x, ω)
(

rt(x, ω) + γ
1

γ max
ω′

qht
(

yt(x, ω), ω
′
)

− qht (x, ω)
)

,

Theorem 5. Let the high-level learning rates αt : X ×Ω → [0, 1] be such that, for all (x, ω),
∑

t αt(x, ω) = ∞ and
∑

t α
2
t (x, ω) <∞. Then, Q-learning converges to q∗,h.
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Proof. The proof follows from verifying the conditions on an established convergence result
on stochastic processes [53], which we reproduce. Consider the random iteration

∆t+1(z) =
(

1− αt(z)
)

∆t(z) + αt(z)Ft(z),

where z ∈ Z and Z is finite. Consider also the sequence of sigma-fields Ft such that
(αt(z),∆t(z), Ft(z)) ∈ Ft. The sequence {∆t}t∈N0

converges to 0 under the following
conditions, for each z in Z:

1. ∥E[Ft(z) | Ft]∥ ≤ γ∥∆t∥+ ct, ct → 0 ;

2. var(Ft(z) | Ft) ≤ K(1 + ∥∆t∥)
2 .

To apply the convergence result, we consider the stochastic processes

∆t(x, ω) = qht (x, ω)− q∗,h(x, ω)

Ft(x, ω) = rt(x, ω) + γhmax
a′

qht
(

yt(x, ω), ω
′
)

− q∗,h(x, ω)

and show that they satisfy the conditions referred.

5.2.1 Discussion

Our work is not the first that looks at the asymptotic behaviour of reinforcement learning
on non-stationary Markov decision processes [21, 22, 35, 28]. In our case, we establish a
convergence result for Q-learning on the high-level of a feudal hierarchy if the low-level
is convergent. Equivalently, we prove convergence of Q-learning on convergent sequences
of Markov decision processeses. The control result is not, in general, a particular case of
the one from [35], as optimal q-values are not independent of the history of the process
throughout the interaction. In fact, the optimal Q-values are time dependent, even though
they converge to a time-independent q∗,h if the low-level policies converge. Additionally, we
do not impose ergodicity of the Markov decision processes.
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6 Future work

Here, we expand on the two research directions we intend to follow next.

6.1 Between gradients and semi-gradients

The convergence results we established for Q-learning with function approximation rely
on regularization of the parameters of the function approximator or of the Q-values. The
regularization imposes a bias on the solutions obtained by the resulting Q-learning schemes,
in the sense that the solutions obtained are not the ones that the original Q-learning
aimed at, i.e., the fixed point of ProjH. One way to look at Q-learning is that it performs
stochastic semi-gradient descent on the Bellman error l : RK → R defined as

l(w) =
1

2
E

[

((Hqw) (x, a)− qw(x, a))
2
]

.

By “semi-gradient”, we mean that the target Hqw is not differentiated. The semi-gradient is

��∇ l(w) = −E [((Hqw) (x, a)− qw(x, a))∇qw(x, a)] ,

resulting in expected updates of the form

wt+1 = wt − αt��∇ l(w).

The full gradient is

∇l(w) = ��∇ l(w) + E [((Hqw) (x, a)− qw(x, a)) ((∇ (Hqw)) (x, a))] ,

with full gradient descent updates

wt+1 = wt − αt∇l(w).

The full gradient update would have stronger convergence properties [39]. Other works
explored the direction of full-gradient Q-learning, as discussed in Section 3.5. Those methods
are convergent but the limit solution may not be good, since they can minimize the Bellman
objective strictly locally which, in general, has no relation with the quality of the resulting
control policy. Additionally, full gradient requires double sampling from each state and
action to obtain two unbiased samples of the next state. Along this future work direction,
we intend to propose a method that avoids both issues just mentioned.

Local minima issue The method that results from performing true stochastic gradient
descent on the Bellman error would be convergent with probability 1 [39, 3]. Sutton and
Barto [54] discuss reasons for not using the full-gradient descent scheme. The discussion
mostly blames the fact that such scheme could converge to undesirable Q-values. Since
the only global minimum of the Bellman error is identically zero if we assume sufficient
representation capacity of a neural network, undesirable Q-values can only appear if
convergence happens to strictly local minima of the Bellman error. Kawaguchi and Kaelbling
[24] proposes a way to guarantee, theoretically, that the limit solution encountered by
neural networks globally minimizes the objective. Therefore we intend to use that recent
technique to ensure that convergence of the full-gradient Q-learning scheme with neural
networks happens to global minima [24]. While it eliminates the possibility of converging
to strictly local minima, it is not guaranteed that such limit solution exists, however.

31



The double sampling issue Another issue with the full-gradient method is that full-
gradient descent on the Bellman error implies the estimation of a product of two expected
values. Specifically, in the full gradient update, the term

E [((Hqw) (x, a)) · ((∇ (Hqw)) (x, a))]

appears, requiring two samples of the next state to obtain an unbiased sample of the product
inside the expectation.8 To do so, and if the environment is stochastic with respect to the
transitions, it is necessary to get two independent action samples from each state the agent
visits. While this issue may not be harmful in easily simulated environments, it may be so
if we want our agent to learn online and can not easily simulate two transitions from the
same state. However, we intend to show that if we keep a separate set of parameters to
estimate the variance on the transitions and update it at a slower time-scale we can ensure
convergence of the full-gradient descent method without the issue of double-sampling. Other
works have also provided methods to deal with the double-sampling issue [2, 14, 33, 42].
We intend to replicate the technique applied by Maei et al. [32] for the double-sampling
issue that also exists in gradient-TD methods introduced in Section 3.1.2.

6.2 Multi-Bellman operator

In Section 4.1, we proposed convergent Q-learning methods with linear function approxima-
tion. The methods include a regularization that guarantees the existence and uniqueness
of solution and convergence. However, the solution may fall far from the desired Proj q∗.
Along the research direction we propose here, we aim at developing a Q-learning method
that converges to a solution that is closer to q∗.

Fixed-point analysis A solution to Q-learning with linear function approximation must
be the fixed point of the projected Bellman operator, verifying the equation

q = Proj (Hq) . (27)

In general, the composed operator ProjH is not contractive and a solution to the fixed-point
equation (27) does not exist. Even when the solution exists, it is not guaranteed that
successively applying ProjH generates a sequence that converges it. To circumvent this
shortcoming, we introduce the multi-Bellman operator Hn. The multi-Bellman operator
results from applying the Bellman operator multiple times. First, we have that

(

H1q
)

(x0, a0) = E

[

r (x0, a0) + γ max
a1∈A

q(x1, a1)

]

.

Then, we have that

(

H2q
)

(x0, a0) = E

[

r (x0, a0) + γ max
a1∈A

E

[

r(x1, a1) + γ max
a2∈A

q (x2, a2)

]]

.

More generally, we have that

(Hnq) (x0, a0) = E

[

r (x0, a0) + γ max
a1∈A

E

[

r (x1, a1) + γ max
a2∈A

E

[

· · ·+ γmax
an

q (xn, an)

]]]

.

We start by noting that, since H1 is a contraction of factor γ, the operator Hn is a contraction
of factor γn. While unsurprising, this remark can have profound implications on the use of
linear function approximation. Specifically, we are able to prove the following result.

8The Bellman operator of a function at a state-action pair is an expectation over the next state.
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Figure 6.1: Representation of relevant functions and operators. The optimal value function
is q∗, and it is the fixed point of the Bellman operator H. The solution of Q-learning
is q̂, the fixed point of the composition of H and the projection operator Proj onto the
function approximation space Q. However, q̂ may not exist. Furthermore, q̂ does not equal
Proj q∗. The regularized solution q∗u always exists. It does not, however, equal Proj q∗. For
sufficiently large n, the fixed point of ProjHn, qw̃n , exists. As n grows, qw̃n → Proj q∗.

Theorem 6. There exists N ∈ N such that, for all n ≥ N , ProjHn is a contraction.

Proof. The proof follows from observing that Proj is Lipschitz-continuous, with constant
cϕ,µ and that Hn is a contraction of factor γn. It follows that, for sufficiently large n, the
composition of the two operators is contractive.

As a consequence, for sufficiently large n, there exists a unique solution to

q = Proj (Hnq) . (28)

and successively applying the operator ProjHn generates a sequence that converges to the
solution. Furthermore, as n increases, the fixed point becomes closer to Proj q∗.

Proposition 2. Let qw̃n denote the solution to Equation (28), for n ≥ N . As n→ ∞,

qw̃n → Proj q∗.

Proof. Since, q∗ = Hq∗, it also holds that q∗ = Hnq∗ for all n and we can start by writing

∥Proj q∗ − qω̃n∥∞ = ∥Proj (Hnq∗)− Proj (Hnqω̃n)∥∞.

Recalling that Proj is Lipschitz-continuous with constant cϕµ
, it follows that

∥Proj q∗ − qω̃n∥∞ ≤ cϕ,µ∥H
nq∗ −Hnqω̃n∥∞

≤ cϕ,µγ
n∥q∗ − qω̃n∥∞.

Since the right-hand side vanishes to zero as n grows, the conclusion follows.

Figure 6.1 adds qw̃n and the insight from Proposition 2 to the figure presented in
Section 4.3. We have established a fixed point equation does have a solution. Now, we
intend to develop a stochastic approximation algorithm that converges to that solution. We
describe our first attempt below. In the future, we intend to improve its limitations.
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Stochastic approximation Let us now propose a stochastic approximation algorithm
for ProjHn. We propose to perform the multi Q-learning update

w
n
t+1 = w

n
t + αt

[

ϕ(xt, at)
(

τnt+1 − qwn
t
(xt, at)

)]

,

where the target τnt+1 is a sample for
(

Hnqwn
t

)

(xt, at) such that

τnt+1 = rt + γ max
ā∈An

[

rt+1 + γ1rt+2 + . . .+ γn−1qwn
t
(xt+n, at+n)

]

,

with ā = (at+1, at+2, . . . , at+n) and rt+m and xt+m+1 are obtained by performing action
at+m on state xt+m for m between 1 and n. In practice, at time step t, instead of building
a 1-step greedy target, multi Q-learning builds an n-step target that is obtained by trying
every action on every state encountered along an n-step trajectory starting at xt+1.

6.2.1 Discussion

The method proposed has several limitations that we intend to address in the continuation
of this research. We expand on each of the limitations and solution directions below.

Convergence Unfortunately, since the maximization of the expected value is not the
expected value of the maximization, the updates of the proposed multi Q-learning are
biased and we can only guarantee convergence to true the fixed point of equation (28) if the
environment is deterministic. The reason for the bias is that we only sample one time each
action on each state. Convergence to the true solution holds in the limit as the number
of action samples at each state grows and the value estimates are averaged. We intend to
quantize the error introduced in the solution of multi Q-learning in response to considering
only a finite number of action samples per action in each state.

Model Multi Q-learning requires a model from which to sample every action on every
step along n-step trajectories. It is not the case that such known model is always available
in applications. There are several techniques for learning a model of the environment. For
example, we can learn the model previously or concurrently to reinforcement learning; the
model can be exact or inexact; the model can be parametric or non-parametric. Multi
Q-learning can be combined with any of the mentioned model-based approaches in order
to remove the need for a known model. We intend to show that, with the use of two
time-scales, we can concurrently learn a model of the environment and the estimate for the
Q-values while maintaining convergence guarantees.

Complexity Multi Q-learning plans by performing every action on every reached state
along trajectories of n steps. Thus, the computational cost of performing an update grows
exponentially with n, where the base for the exponent is the size of the action space. In
case only some actions are performed on each state, we cannot show convergence to the
solution to an appropriate fixed-point equation, even when the environment is deterministic.
Nevertheless, we expect that, in some cases, the computational benefits of not performing
every action on every state to outweigh the theoretical comfort. We intend to quantize the
error introduced in the solution of multi Q-learning in response to considering only a subset
of the action space in each state.
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7 Conclusion

This proposed thesis is concerned with exploring Q-learning algorithms to be used with
function approximation that are provably convergent and such that their limit solution is
good. Our methods and proofs mostly rely on two time-scale stochastic approximation.
We start by providing an alternative to Q-learning with linear function approximation
that is regularized. We then move to settings with non-stationarities, proving that a
regularized version of Q-learning converges if the features are non-stationary but convergent
and that Q-learning with tabular representations converge in non-stationary environments,
by focusing on a feudal hierarchical setting. We intend to finish our research by presenting
two Q-learning methods to be used with non-linear function approximation, specifically
neural networks. First, we aim at providing a Q-learning method that performs full-gradient
descent updates and such that any limit solution is globally optimal. Second, we intend
to explore a multi-Bellman operator which has stronger convergence properties than the
Bellman operator, and an associated multi Q-learning algorithm.
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